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Executive 
Summary

The evidence base on youth using AI chatbots is thin—and there is no 
developmental neuroscience research.  Existing studies skew education‑focused 
and cross‑sectional, rely on self‑report, lack causal/longitudinal designs and 
objective‑use data, and are geographically uneven. There are developmental 
psychologists and neuroscientists starting to do this work—and we have found 
many of them—but the field still lacks a coordinated network, a common language, 
and a coherent shared understanding.

The impact of AI on youth carries big potential but also big unknowns. 
Researchers range from existential alarm to “AI as a scaled‑up calculator” 
pragmatism, with benefits and risks still largely unmeasured but the threat of those 
risks looming large. 

We should study broadly but triage for the highest‑consequence use cases. 
Priorities are crisis/self‑harm responses, misinformation and deepfakes (including 
deepnudes), companions/attachment, and AI literacy, while keeping education, 
attention, and social practice in view but not overweighted.

Products used by kids must be designed for kids, rather than retrofitted later. 
The landscape scan surfaced a variety of guardrails, informed by clinical science, 
developmental psychology, developmental neuroscience, and computer science, 
that can be implemented now to protect kids from anticipated harms. 

The business model of engagement maximization won't work if this is going to 
“go right.” AI systems designed to capture attention and attachment—sensitive 
developmental processes among youth—are fundamentally at odds with youth 
well-being. Researchers are essentially unanimous on this front. 
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Academic and industry incentives are misaligned, and both incentive structures 
contribute to a worse landscape for high-quality cross-sector research and 
change. Proprietary data, misaligned goals, and dense bureaucratic systems 
undermine research flexibility and productivity. 

AI iterates weekly, overwhelming the academic timeline.  Research simply cannot 
keep up. As one respondent eloquently put it, the work is “already outdated and still 
under review”

The field needs neutral players and organizations to move money, data, and 
people quickly and independently.  Opportunities include an 
industry‑to‑academia intermediary for grants and privacy-preserving data 
brokerage with rapid timelines, convene a Research Council, and foster cross‑sector 
networks for research collaboration and academic–industry partnerships.

SPARK Report Methods

The SPARK (Survey on Possibilities of AI Research and Knowledge) report was commissioned 
by the Hopelab and conducted by Dr. Annie Maheux, Dr. Kaitlyn Burnell, Dr. Anthony Vaccaro, 
Caitlin Mbuakoto, and Maddie Valentino at UNC Chapel Hill and the Winston Center on 
Technology and Brain Development. Undergraduate research assistant team: Sam, Sowndarya, 
Maggie, Jeslyn, Zoya, and Lillian. 

We employed a multi-pronged approach combining desk research; input from researchers, 
policy advocates, and youth; and iterative team synthesis. This included a survey completed 
by 100 researchers and professionals; structured youth advisory board discussions, and semi-
structured interviews with 15 professionals across industry and research (including child 
development, clinical psychology, human-computer interaction, and neuroscience). 
Researchers we surveyed in this landscape scan span diverse domains, including Psychology 
(n = 41), Education (n = 9), Public health (n = 8), Communication Science (n = 8), 
Computer/Information Science and Human–Computer Interaction/Design (n = 8), 
Neuroscience (n = 4), Medicine (n = 3). 

Our goal was to map the current landscape of research and advocacy at the intersection of 
youth, AI, behavioral research, and neuroscience, and to identify priority use cases, 
methodological needs, and potential guardrails to guide both future research and societal 
solutions to the risks of AI. 



What We Already
Know about Youth
& AI

Past Published Research

We conducted a systematic review of peer reviewed literature on adolescent (ages 10-20) 
generative AI use published between January 2020-December 2025. We found 95 articles. 
Of these published articles:

Most (~60-70%) focus on education and learning, highlighting using AI as an academic 
and organizational tool as a prominent use case.
A few (~25%) address AI attitudes, perceptions, and literacy; results suggest that youth 
report mixed attitudes--some positive and some negative.
Very few (<15%) address AI companionship, social development, or mental health

What’s Missing in the Current Published Literature?

Developmental neuroscience: 
No studies pair AI exposure with neurobiological measures or longitudinal brain outcomes.

Objective exposure or behavioral observation measurement:
All studies use self-report or qualitative data; no studies leverage rigorous behavioral 
observation methods (barring the experimental paradigms) to capture platform usage.  

Causal intervention experiments: 
There are few randomized trials testing design features, safety prompts, or AI literacy curricula 
to establish what mitigates harms or enhances benefits.

Longitudinal methods, especially intensive longitudinal methods:
Few studies are longitudinal. No studies use ecological momentary assessment (EMA) or diary 
studies to capture momentary links.  

Validated measures: 
The field lacks psychometrically validated instruments for AI constructs; most studies (~80%) 
used researcher-created items that had not been tested for psychometric properties.

Diverse, representative, and participatory designs:
Studies lack intentional sampling, emphasis on minoritized youth, and youth partnerships.
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Ongoing or Planned Research

Of the researchers we surveyed, 52 stated that they are currently doing work on AI, 12 
indicated planned work, and 11 indicated interest in starting, but have no current plans.  

Overview of the Work We Surfaced

Learning and 
Education

Typifies much of this work among young children through higher 
education students. Some are partnering with schools to understand 
and promote AI literacy work and co-design classroom practices. 

Mental Health How teens use AI to talk about emotions and suicide. 

Companionship and 
Social Development 

Studying companion apps and how AI interactions intersect with 
human relationships. 

What We Can Expect: Educated Speculations

Speculations About Risks & Benefits

Social Relationships
Benefits: 

AI can scaffold communication (drafting messages, rehearsal, relationship advice) and 
increase access to social support or practice for youth who lack safe offline partners
Ideally, use is limited to supporting (vs. replacing) human interaction.

Risks: 
AI chatbots may displace time spent developing human relationships, promote reliance 
on nonreciprocal, sycophantic interactions, and distort expectations for reciprocity and 
care in human friendships and dating/sexual relationships.

Emotional Development / Mental Health
Benefits:

AI can offer low threshold, nonjudgmental emotional support, CBT-style techniques, and 
accessible psychoeducation.

Risks: 
AI therapists may provide inaccurate, harmful, or stigmatizing mental health content, fail 
to connect a user with a human clinician when intervention is needed, and cannot 
replace aspects of the human–human therapeutic alliance that clinicians can offer. 
Overreliance or problematic use that undermines functioning and displaces healthy 
emotion regulation activities will be linked to negative health outcomes. 
AI’s designer-modulated agreeableness can reinforce users’ harmful impulses (e.g., 
engage in self-harm) and provide unsafe crisis responses.
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Academic Achievement / Cognitive Development
Benefits: 

Carefully designed, scaffolded AI applications and curricula can support creativity, digital 
literacy, and targeted learning outcomes (e.g., vocabulary, problem-solving, personalized 
feedback), complementing (rather than taking the place of) high-quality teachers and 
tutors.

Risks: 
Naturalistic, unscaffolded AI use can encourage automation of effort, undermine 
productive struggle and planning, and facilitate academic dishonesty, which may impede 
development of executive functions and true skill acquisition. Many students report 
pressure to use AI, given that use is normative in their peer group; thus, even motivated 
students may be harmed when AI-based academic dishonesty is commonplace. 

Speculations About the Adolescent Brain

Sensitivity of social cognition pathways

We know the adolescent brain is highly sensitive to social cues and social rewards. 
Possibility 1: As AI becomes more socially fluent in its response patterns, it becomes 
more engaging and rewarding for the average adolescent. All AI feedback being more 
socially salient gives it a stronger influence on adolescents across contexts. 
Possibility 2: The nature of AI interactions (sycophantic, readily available) influence 
adolescents’ implicit and explicit social expectations, and how they socially behave. 
Adolescents’ social reward systems become fine-tuned to be more responsive to 
qualities seen in AI’s interaction patterns, whether these are traits seen in peers.  

Emotion Regulation Pathways

We know cortical-subcortical functional connections (important for emotion 
regulation) are still being refined based on lived experience during adolescence. 

Possibility 1: Young adolescents who use AI as a tool to regulate their own feelings, or for 
insight into how they feel, may have different developments of these functional 
connections. More reliance on external tools for emotion regulation could instead 
prioritize the development of subcortical regions with sensory regions.
Possibility 2: Young adolescents who use AI for insight into how they are feeling develop 
less ability to do this unaided, or a narrower set of emotion concepts that are specific to 
what AI tends to respond. Prefrontal-insular functional connections are likely to be most 
affected in this scenario.
Possibility 3: Targeted AI that is not used as an emotional crutch helps scaffold 
adolescents’ emotion regulation skills and their insight into their emotional state. AI helps 
refine prefrontal regions’ ability to downregulate subcortical regions similar to what is 
seen in studies looking at the brain pre and post cognitive behavioral therapy.
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Working Memory, Attention, and Metacognitive Processing

We know lateral prefrontal and parietal regions develop refined mechanisms for 
working memory and metacognition between late childhood and early adolescence.

Possibility 1: Adolescents who use AI to complete most cognitive tasks do not develop 
as much as those who do not use AI for this purpose. AI-dependent adolescents show 
less robust interactions between frontoparietal networks and the rest of the brain and 
show heightened activity to accomplish the same level of performance as those not-
dependent.  
Possibility 2: AI is incorporated into normal tool-use and acceptable cognitive 
offloading. Much like how adolescents use calculators when working on more advanced 
mathematical concepts, knowing when to offload to AI is a normal part of balancing 
working memory and metacognitive planning. No major changes are seen neuronally. 
Possibility 3: Personalization of AI allows it to be used more effectively as a tool to teach 
cognitive skills. A range of adolescents become generally better at complex cognitive 
tasks through learning when to offload and how to metacognitively strategize efficiently.

Development of Self-Related Processing

We know adolescents and young adults are still developing a refined sense of self. 
Possibility 1: AI–adolescent feedback loops strongly reinforce certain aspects of 
identity. With AI companions, personalization fosters a sense of emotional closeness. 
Possibility 2: AI platforms that allow for roleplay or story-building offer a sense of 
escapism, or the ability to interact as if one is their ideal self. A greater neural difference 
between one’s online ideal-self and how they view their “real” self becomes stronger, as 
has been seen in neuroimaging studies of young adults with problematically high. 
Adolescents with certain vulnerabilities develop altered self-related processing and 
more addictive tendencies towards AI worlds.



What We Should
Study: Mapping a
Research Agenda

What AI Use Cases Should We Be Studying?

An AI use case is a concrete way people interact with an AI system—who is using it, 
what they do with it, the task or domain, and what the system does in response. 

Importantly, all AI use cases likely will influence some aspect of adolescent development, 
and we currently know so little, necessitating more study across domains. 

That said, researchers agreed that we must prioritize severity of risk over prevalence. Also 
critical: kids are different, and use technology differently. We must consider age, gender, 
SES, marginalized status, culture, and other factors in how we study and build AI tools. 

Using a list of common AI use cases developed in partnership with youth, here we share survey 
respondents’ top priorities for future AI use cases to study:

AI Responses to Self-Harm & Mental Health Disclosures 01

Researchers and youth agree: we must understand how youth engage with chatbots for crisis 
and mental health support, and how chatbots detect, respond to, and escalate risk.  

AI Misinformation Exposure & Creation02

AI offers unprecedented opportunities for youth to create, be exposed to, or be featured in 
misinformation, disinformation, or other AI-generated or edited content, including ‘deepfakes’ 
and ‘deepnudes,’ with risks to peer relationships, trust in knowledge, and mental health.

AI Companions & Attachment03

Researchers and youth responding to our surveys flagged companion use as a high priority 
area, especially how AI companions may undermine human relationships

AI Literacy04

Both researchers and youth believe researchers and society should prioritize understanding 
and building  AI literacy that goes far beyond becoming competent users of AI to becoming 
critical evaluators of AI and its role in society. AI literacy for parents, teachers, and others 
working with youth must be a priority too.
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What methods should be leveraged to study these AI use cases and developmental outcomes?

Neuroscience Research Methods

Large Cohort fMRI Designs01

For many questions, we will want to know how the brain changes alongside changing 
patterns of AI use. The NIH-funded ABCD Study presents a model for this design.

Large samples (200-1000) across multiple sites, with youth followed at multiple (10+) time 
points across child, adolescent, and young adult development. 
Neural data during various social or reward-based fMRI tasks are paired with real-world AI 
use metrics and large batteries of surveys/tasks to capture breadth in experiences.

Precision Neuroimaging Samples02

For some questions, we may want granular detail about participants.

Small cohorts identified immediately before, or at the onset of, using AI and scanned many 
times (10-20) over defined period to track detailed changes.
Concurrent EMA (ecological momentary assessment) of mood and social adjustment and 
objective data on AI uses will allow neural data to be paired with exact changes in behavior.

 Portable Neuroimaging Modalities (EEG and fNIRS)03

Portable neuroimaging methods like EEG (which offers a direct measure of neural activity with 
poor spatial resolution) or fNIRS (which offers the fMRI BOLD signal but only for cortical [i.e., 
the surface of the brain] signal) overcome some of the resource needs (time, money, etc.) of 
fMRI studies.

Exploratory Datasets04

Collecting large amounts of neural and behavioral data while adolescents freely use AI 
(without specific directions on what to do) build large, flexible datasets. Video recording and 
text-logs of the sessions accompanying the neural data  allow for diverse, exploratory 
questions to be answered.

Multi-Site Data Collection05

Multiple neuroimaging labs simultaneously collecting AI data would lessen the risky 
commitment of any one specific lab to this work. AI tasks could be added into pre-existing 
studies as one more task to complete, with opportunities for datasets to be merged for later 
analysis.
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Behavioral Research Methods

Longitudinal Designs01

Longitudinal studies follow the same young people over time, allowing researchers to examine 
how interactions with AI systems evolve and how early experiences may shape later 
outcomes. By measuring exposure before outcome, this design can clarify “which comes first.” 

Digital Behavioral Observation02

Passive sensing from devices (e.g., session lengths, keystroke timing, app telemetry) and 
platform data donation packages (chat transcripts, prompt logs, fe) — offers objective, 
timestamped measures of real AI use that overcome limits of self-report. 

Casual Designs03

Experimental designs allow researchers to isolate causal effects by systematically varying 
exposure to AI tools or features. These methods are particularly important for informing policy 
and design decisions, as they provide the strongest causal evidence about whether specific AI 
features improve or harm outcomes.

Qualitative & Youth Participatory Action Research04

Qualitative methods and youth participatory research are essential for understanding how 
young people interpret and experience AI technologies in their everyday lives. These 
approaches are particularly valuable for identifying emerging behaviors and areas where adult 
assumptions may not match youth perspectives.

Standardized Measures05

Standardized, consistent measurement allows findings to be compared and aggregated across 
studies, facilitating replication and meta-analysis. Standardized measures also reduce 
ambiguity in how constructs are operationalized, improving the reliability and interpretability 
of research results. 



Why We Are Stuck:
Barriers to High-
Impact Research

Researchers shared their perceived top barriers to conducting high-impact work on 
youth and AI (see Figure below for full results). The top barriers were:

1.  Rapid speed of change in AI systems and use cases. High-quality research is slow. 
By the time a study begins or findings are disseminated, the technology under investigation 
may have already changed substantially, limiting relevance of results.

Solutions may include rapid-response grants, agile interdisciplinary teams, and multi-
site studies where ongoing research can be leveraged to address new AI use cases or 
concerns.

2. Limited access to data or industry partnerships & lack of transparency in AI 
systems. Many large technology companies maintain a defensive posture toward external 
research partnerships or transparency in model design. Many companies already know 
what researchers spend substantial resources to try to understand. 

Solutions include enabling privacy-preserving data-sharing, stable access to platform 
infrastructure and technical data, user-centered data access (i.e., so users can 
download and donate their data to research with ease), neutral intermediaries to manage 
logistics of partnerships, and secure research environments or sandboxes to collaborate 
on design research. Partnerships must be as low-burden as possible and ensure 
intellectual freedom.

3. Limited funding and lengthy funding processes. Existing funding streams are often 
oriented toward technological innovation rather than the study of psychological or 
developmental impacts. Lengthy grant cycles can delay research initiation and deprioritize 
high-risk studies.

Solutions include rapid response grants and investment from diverse sectors to 
maximize research benefits.

4. Misaligned academic incentive structures. Systems that reward publication 
quantity, novelty, and individual productivity can disincentivize collaborative, 
interdisciplinary, or higher-risk research efforts.

Solutions include lobbying administrators to revise academic performance metrics and 
investing directly in academic systems that prioritize high-impact work over individualistic 
or low-risk work.



Guardrails &
Opportunities for
Action

Recommended Guardrails 

Through our landscape scan, we developed a list of recommended guardrails that can be 
implemented now without the need for any more data. These are practical design, policy, 
education, and related measures intended to reduce harms and maximize benefits of AI for 
children and adolescents. Here we synthesize the top guardrails; see Figure 3 for full results. 

Importantly, these guardrails will be best implemented according to government regulation 
prioritizing youth well-being. Researchers believe a business model of engagement 
maximization is incompatible with any good-faith efforts to improve AI products for kids, 
including implementing any of the below guardrails. For this reason, government regulation to 
mandate and incentivize companies to design for child well-being needs to be a top priority. 

Built-in safety-by-design features 01

Safety-by-design means embedding protective features into AI products from conception, 
rather than retrofitting protections after harms emerge. These may include:

A) Require products to implement graded, real-time harm interventions.

Require all AI systems to detect distress (e.g., self-harm, suicidal ideation,  intent to harm 
others) and to immediately trigger a clinician-informed, human-in-the-loop graded safety 
protocol. Graded clinical safety protocol responses may include: brief, evidence-based triage 
prompts that assess immediacy of harm intention; links to clinician-designed digital 
interventions (e.g., Koko); Access to localized clinical and crisis resources; Escalation to 
emergency services (under defined criteria for imminent risk and consistent with local law)

B) Avoid engagement maximization strategies and build assessment pipelines 
to detect potentially low-severity risk.

Platforms must also remove engagement maximizing prompts that encourage prolonged use 
or task automation—e.g., oneclick “do it for me” actions, persistent follow-up suggestions,  
infinite recommendation loops. Instead, nudges can offer scaffolded supports that promote 
independent problem-solving (e.g., hints, question prompts, step-by-step guidance) and 
human relationship-building (e.g., suggestions to contact a trusted teacher, parent, friend). 

https://kokocares.org/
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Classifiers should be developed and validated to detect behavioral indicators of 
psychological reliance—e.g., excessively long sessions, repeated short-term reliance 
episodes, rapid task automation, or patterns suggestive of avoidance or attachment. When 
classifiers are triggered consistently for a given user, their risk level may be escalated to more 
direct clinical intervention (see graded, real-time harm interventions, above). 

C) Develop and implement a neutral ‘robotic’ default mode for youth.

Provide a “robotic” interaction mode as the default for young users, designed to avoid 
simulating friendship or emotional intimacy. This mode should strip anthropomorphic 
language and affect (e.g., formulaic and impersonal prose), avoid first-person pronouns, 
eliminate sycophantic or overly agreeable and warm responses, prevent the system from 
initiating contact or personalized outreach, limit cross-session memory and personalization.

D) Improve age- and vulnerability-responsive protections. 

Age assurance (e.g., hardware/carrier attestations, biometric/face estimation, or AI-based age 
estimates) should serve as one layer of protection. Systems should also detect and respond to 
behavioral indicators of vulnerability (e.g., crisis language, repeated help seeking, low AI 
literacy), apply conservative safe defaults, require human review for high risk cases, mandate 
transparent fairness audits, and fund or publicly conduct pilot studies that compare age vs. 
vulnerability-based approaches. 

E) Develop and enforce safe-by-default standards. 

Most users accept default settings. Products should ship with conservative settings (e.g., 
restrictive content filters, minimal memory/personalization, default privacy settings on, limited 
sharing, etc.). Users (or guardians) can relax settings where appropriate. Safe defaults also 
support business and PR goals, as users prefer optional opt-ins to retroactive restrictions.

F) Limit sexualized content involving minors.  

Systems must refuse to create or transform sexualized content of minors, generate sexual 
content when interacting with a minor, and must block generation of “deepnudes” or sexually 
explicit synthetic media of real persons. Build classifiers that reliably detect and block 
sexualized content involving minors—and any sexualized content in exchanges by child users. 

G) Provide persistent disclosures & watermarks on AI-generated content. 

AI outputs should that show a clear, persistent label that the user is interacting with an AI (e.g., 
a visible “This is an AI” badge in chat and brief audio disclaimers in voice). This change must 
be made in tandem with others reducing anthropomorphism described above (e.g., robotic-
style voice and language, minimal memory) and rigorously tested, given that some scholars 
have highlighted potential risks of such reminders. 

All AI-generated media must also embed human-visible and machine-readable watermarks 
(plus embedded provenance metadata) that are robust to common edits (cropping, 
compression, reposting). 

https://www-sciencedirect-com.libproxy.lib.unc.edu/science/article/pii/S1364661325003560
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AI Literacy02

All experts we talked to emphasized the importance of promoting AI literacy as a societal 
guardrail against harm. Key points of these efforts must include the following. 

Curricula should be broad, focusing on how to effectively use AI and navigate challenges 
(e.g., inaccuracies, hallucinations), incentives that shape design (e.g., to elicit emotion or 
maximize engagement); and bias (racial, gender, language) that shape outputs. 
Hope and agency must light the way. Teaching youth how to navigate technology must 
embolden them to develop values-aligned AI habits and integrate those in ways that 
promote thriving.
Equity is essential. Materials should be co-designed with minoritized youth, provide 
multilingual and disability accessible versions, and include lessons on AI skepticism 
regarding biased training data or output. 
Development and evaluation must be ongoing. Materials must be updated frequently, and 
re-evaluated, as AI systems change, ideally funded by Big Tech.

Transparency in Model Design & Data Collection 03

Tech companies must be transparent about how models and products are built and open 
safe, privacy-protected access routes so independent teams can evaluate real-world impacts 
on youth. 

Cross-Sector Engagement04

Youth and families must have a seat ‘at the table.’ Tech companies should make meaningful 
youth and public engagement a required part of product design, including co-design with 
youth and families (compensated advisory boards, iterative prototyping sessions, and student 
testing).

Tech companies should also work with researchers and policy advocates to design 
appropriate tools. Experts on councils or attending convenings should be compensated for 
their time. In parallel, researchers can partner with other sectors--policymakers, media, civil 
society--to shape industry behavior via opinion mobilization and exetrnal pressure, beyond 
voluntary engagement.

Opportunities for the Field to Act

Solutions are needed to address barriers to rapid high-impact research, collaboration, and 
academic-industry partnerships. These would emphasize bringing interdisciplinary experts 
together, increasing transparency and partnership incentives from the tech sector, and 
increasing rapid response funding. 

Some specific opportunities include:
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Grant Intermediary for Industry Funding01

The field needs a trusted, independent neutral intermediary between technology funders 
and researchers. Many researchers are reluctant to accept funding from Big Tech due to COI 
or reputational concerns and concerns about intellectual freedom. 

The intermediary would receive funding from industry and re-grant it independently, with: 
No funder involvement in study design, analysis, interpretation, or publication. 
Quick turn-around times to overcome timeline challenges of large-scale federal funding.

Research Council on Youth & AI02

The field needs an expert council of leading interdisciplinary researchers in youth and AI. 

The council can provide rapid input on emerging issues, inform funding priorities, research 
gaps, and ethical considerations, and consult ad-hoc on future initiatives. Advisory roles 
should be paid and offer alternative incentives attractive to researchers.

Cross-Disciplinary Research Network03

The field of youth/AI research is siloed, delaying progress. This solution is inspired by the 
successful CERES Network. Core features include:

Counteract fragmentation by creating incentives and infrastructure for collaboration 
with the emphasis on community and coalition across disciplines and career levels. 
Organize small, high-trust convenings (in-person where possible) that prioritize 
discussion, relationship-building, and collaboration. 
Support an ongoing network of practice (online forums, meet-ups at exising conferences)  

Project-Managed Research Program04

Major funders, entrepreneurs, policy-makers, and/or innovators can create a top-down, 
project-managed research program for youth and AI research, modeled loosely on ARPA-
style initiatives. The goal is to create a flexible system that moves money, data, and expertise 
quickly—while preserving scientific independence and rigor and ensuring that those with the 
greatest vantage point of the problem define the most urgent research questions. 

Core features: 

Program managers (experienced researchers on paid appointments) identify high-priority 
questions and emerging risks, leverage consortium-based research model (i.e., multi-site 
projects with ongoing data collection), and provide both top-town and bottom-up 
governance and research strategies.
Small, fast grants can allow teams with existing infrastructure to contribute data quickly. 
Top-down organization and reporting can encourage an agile, coordinated responses in a 
rapidly evolving AI landscape, reduces duplication, and accelerates evidence generation. 
Can provide a structured way for researchers to engage with industry with a trusted 
intermediary overseeing the collaboration (similar to recommendation #1).

https://ceres.uci.edu/

